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Chapter  4
Concurrency and its Problems

Introduction
Concurrency is where there are more than one process somewhere
between start and finish.  Concurrency happens all the time in the
modern computer world.  Everytime you are writing and email
message while waiting for a Web page to download you are making
use of concurrency.  Concurrency is a great advantage but it
introduces problems.  In this chapter we examine those problems and
ways to solve them.

This chapter, and the next one, are important and different from other
chapters for a number of reasons

� increasing use of concurrency
A few years ago few programmers had to worry about
concurrency and the related problems.  Today’s modern
operating systems and other software systems make heavy use
of concurrency.  It is increasingly likely that you will have to
write concurrent programs. 

� the OS perspective
Operating systems themselves must solve these concurrency
problems otherwise they will not be able to perform correctly.
Also it is usual for the operating system to provide some of the
tools which can be used to address these problems.

� more than the OS perspective
This and the next chapter involve you in more than thinking
about how the operating system implements features.  You will
be expected to write a number of programs which solve the
problems associated with co−operating, concurrent processes.

Based on previous experience in 85349, the concepts introduced in
this chapter are amongst the most difficult you will face this semester.
Concurrency problems can be very subtle and hard to reproduce.
However, understanding these concepts is somewhat like climbing a
hill.  It is really difficult to start with, but once you reach the top it is
really easy.  The moral of this story is don’ t get frustrated.  Stick with
it, ask questions and write lots of programs using concurrency.  If you
do this then eventually it all will become clear.
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To help you gain more experience with these problems there are a
number of concurrency problems (and sample solutions) included at
the end of this chapter.  These problems are examples of assignment
and exam questions from over the last few years of 85349.

Email Message
This is a copy of an email message sent to the 85349 mailing list
while students were working on the first assignment.

Ther e ar e a number  of  concept s i n comput i ng t hat  I
cal l  br i ckwal l  concept s.   When you ar e f i r st  l ear ni ng
t hem i t  can f eel  l i ke you ar e beat i ng your  head
agai nst  a br i ckwal l .

Some exampl e br i ckwal l  concept s i ncl ude poi nt er s and
r ecur si on.

The ni ce t hi ng about  br i ckwal l  concept s ( t r ust  me,  i t
i s a ni ce t hi ng)  i s t hat  i f  you beat  your  head agai nst
t he br i ckwal l  l onger  enough you br eak t he br i ckwal l .
Once you’ ve done t hi s under st andi ng t hese concept s
wi l l  be easy ( apar t  per haps f r om    t he l i nger i ng
headache) .

Beat i ng your  head agai nst  t he br i ckwal l  i s an anal ogy
f or     r eadi ng l ot s of  di f f er ent  expl anat i ons,  aski ng
quest i ons,  t hi nki ng about  t he concept s a l ot  and
at t empt i ng a gr eat  many pr act i cal  exer ci ses.

Most  of  you shoul d cur r ent l y be gr appl i ng wi t h anot her
br i ckwal l  concept  i n comput i ng:  concur r ency.

Tr ust  me,  i f  you beat  your  head agai nst  t he br i ckwal l
enough so t hat  you br eak t he wal l  down you wi l l
under st and concur r ency and f i nd i t  qui t e si mpl e.

I f  you don’ t  do enough t o br eak t hat  wal l  down you
wi l l  never  r eal l y get  concur r ency.

So pl ease,  r eal l y get  st uck i n and beat  your  head
agai nst  t he br i ckwal l  a l ot .   Over  t he next  f ew days I
wi l l  be pr ovi di ng addi t i onal  mat er i al  i n t he way of
expl anat i ons and exer ci ses.    Pl ease make use of  t hem.

Objectives
By the end of this chapter you will:

� be aware of problems with co−operating, concurrent processes
� know what a race condition is
� be aware of what a critical section is and why mutual exclusion

must be implemented on a critical section
� be familiar with the difficulties of implementing mutual

exclusion with standard programming tools
� be able to use tools such as test−and−set instructions and

semaphores to implement mutual exclusion and solve problems
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requiring co−operating, concurrent processes
� have had an introduction to some of the classical concurrency

problems such as readers/writers and the dining philosophers

Resources
Textbook, Chapters 6 (22 pages, pp 155−177)

Study Guide Chapter 3

Online lecture 6 – this lecture includes both audio and animations and
can be found on both the 85349 Web site and CD−ROM.

Optional: BACI –is a system you can use to write concurrent
programs.  It is available from the 85349 Web site and CD−ROM.
You may find writing BACI programs help you understand some of
the concepts introduced in this chapter.

What is the problem?
So what is the problem?  The program below is a simple example of
the problem.  This program is a BACI program but is based heavily
on C++ so hopefully looks familiar.  This one program starts three
processes.  Each processe than proceeds to write to the screen the
message "hello from process X" (where X is either A B or C)  

voi d say_hel l o ( char  i d)
{
    cout  << " hel l o f r om pr ocess "  << i d << endl ;
}

mai n( )
{
  cobegi n
  {
    say_hel l o(  ’ A’ ) ;  say_hel l o( ’ B’ ) ;  say_hel l o(  ’ C’ ) ;
  }
  cout  << "  al l  f i ni shed "  << endl ;
}

The problem with this program is that the output of the three
processes is always jumbled and always different.  For example (the
text in bold is what I typed)

[ davi d@f ai l e baci ] $ bainterp simple

Execut i ng PCODE . . .
hel l o f r om pr ocess hel l o f r om pr ocess C
hel l o f r om pr ocess A
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B
 al l  f i ni shed

[ davi d@f ai l e baci ] $ bainterp simple

Execut i ng PCODE . . .
hel l o f r om pr ocess B
hel l o f r om pr ocess hel l o f r om pr ocess A
C
 al l  f i ni shed

[ davi d@f ai l e baci ] $ bainterp simple

Execut i ng PCODE . . .
hel l o f r om pr ocess Chel l o f r om pr ocess B
hel l o f r om pr ocess A

 al l  f i ni shed                 

See how the the output is always jumbled.  Since all three processes
(A, B and C) are sharing the same resource (the screen) there is a
problem.  A race condition.  A race condition is where the end result
of the program is always different depending on which process wins
the race.

A more generic statement of the problem is: How can two or more
processes gain access to a global resource in a SAFE and EFFICIENT
manner. 

The first stage to solving this conflict of interest is to recognise the
importance of the global resource. This resource then has to be
manipulated with care. 

Reading 4.1

Textbook, Chapter 6, Introduction and Section 6.1, pp 155−157

Race Conditions
The problem discussed in the previous reading is an example of a race
condition.  Here’s another explanation.

Whenever, two or more processes attempt to do a "complex"
operation on a global resource, there is a chance for disaster. A
complex operation is any operation that modifies the global entity, but
is achieved in a series of distinct, separable steps. 

In the previous section we saw an example of a race condition when
three processes are writing quite a large message to the screen.  You
should be aware that part of the problem is that writing a large
message to the screen actually entails a large number of machine
instructions.  Since there are many instructions it is possible for the
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process to be interrupted half way through writing the message.

This problem can be even more subtle.  Consider the simple operation
of incrementing a variable in a C++ program: 

x : = x + 1;

In many computers, this actually consists of three individual and
distinct steps 

1. read the variable from memory into a CPU register

2. increment the contents of the register

3. write the contents of the register back into memory. 

What happens when two processes (e.g. process A and process B) try
to carry out this update at approximately the same time? Usually,
nothing bad happens and x ends up being two greater than it was
(since two processes have incremented it). The problem comes if the
three component instructions are interleaved with each other. 

Consider some of the possible permutations in which these six
instructions can be carried out. There are in fact 20 different
combinations.  The following shows two of those combinations which
cause problems.  In the following r ead_A means process A has done
the read, i nc_B means process B has incremented and so on.

� r ead_A;  i nc_A;  r ead_B;  i nc_B;  wr i t e_B;  wr i t e_A;  
This results in x being incremented by 1! One of the increments is
lost.

� r ead_A;  r ead_B;  i nc_A;  i nc_A;  wr i t e_B;  wr i t e_B;  
This also results in x being incremented by 1! One of the
increments is lost. 

In fact only 2 of the 20 possible permutations results in the correct
answer! The two versions of r ead_A;  i nc_A;  wr i t e_A;  r ead_B;
i nc_B;  wr i t e_B;  where one process completes before the other
starts. 

These different permutations arise when there is a process switch
between any of the instructions, or if two CPUs are executing the
three instructions at the same time. 

Note, despite its name, race conditions normally occur when one
process stops! The problems occur when the process stops between
determining that it is ‘safe’  to do something and actually doing it. 

Any resource that could possibly be altered by ANY two or more
processes at the same time has to be protected. All such items, be they
hard disk, files, printers, ... are called cr itical resources.
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Solving the race condition
As you will see in the following readings you can solve this problem
by implementing mutual exclusion.  To solve the race condtion for our
example BACI program we could implement mutual exclusion on the
say_hel l o function.  The end result of this would be that only one
process would be able to execute the say_hel l o function at any
one time.  At the moment you can have two or three processes trying
to display their message at the same time.  This is how we get the
jumbled output.

We do this by making the say_hel l o function indivisible or
atomic.  This means that once a process gets into that function it can’ t
be interrupted by another.  This means, on BACI at least, that no other
process will enter the function.

The simplest way to do this in BACI is to make the say_hel l o
function atomic.  To do this you will need to change the source code
for r ace. cm.  Change the line

voi d say_hel l o (  char  i d )

to

at omi c voi d say_hel l o(  char  i d )

Now, if you recompile and execute the program you should see
something like the following.

[ davi d@f ai l e baci ] $ bainterp simple

Execut i ng PCODE . . .
hel l o f r om pr ocess C
hel l o f r om pr ocess B
hel l o f r om pr ocess A
 al l  f i ni shed

[ davi d@f ai l e baci ] $ bainterp simple

Execut i ng PCODE . . .
hel l o f r om pr ocess C
hel l o f r om pr ocess A
hel l o f r om pr ocess B
 al l  f i ni shed

[ davi d@f ai l e baci ] $ bainterp atom

Execut i ng PCODE . . .
hel l o f r om pr ocess C
hel l o f r om pr ocess B
hel l o f r om pr ocess A
 al l  f i ni shed         

Can you see how by using the at omi c  keyword ensures that only
one process is ever inside the say_hel l o function and as a result
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solves the problem of our jumbled output.  We still have the race
condition though.  Notice how the result is different depending on the
speed of execution.

Critical Sections
A critical section is simply a section of code for which it is necessary
to implement mutual exclusion.  In the BACI program we used in the
previous section the say_hello function is the critical section.  Mutual
exclusion is where access to some resource is limited to a set number
of processes.  In some instances it may be desired to limit access to
the resource to just one process/person. In other instances you may
wish to limit access to a set number of processes/people. 

The following reading introduces the requirements for implementing a
critical section and also examines some attempts to solve the critical
solution problem.

We’ve already seen previously one solution to the critical section
problem, the use of the at omi c keyword in BACI.  However, the
atomic keyword is not available in every language  so we have to look
for other solutions.  Some of these solutions can be difficult to
understand  how they do (or don’ t) work.  It may be helpful to listen
to the online lecture slides for this section.

Reading 4.2

Textbook, Chapter 6, Section 6.2, pp 157−163

Hopefully the attempts to solve the critical section problem, to
implement mutual exclusion, have demonstrated to you how difficult
it is to correctly write concurrent programs which co−operate or share
resources.  Simply running the programs and seeing what happens is
not sufficient.  You may run a set of programs hundreds of times
without noticing a problem caused by a race condition.

This is one of the reasons you must get into the habit of reading
through your programs and testing them on paper.

The Bakery Algor ithm
The following is the copy of an email sent to the 85349 mailing list
during 1999 which attempts to offer further explanation of the bakery
algorithm.  One of the software−based solutions to the mutual
exclusion problem.

Email Question
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In a tute I ran today there seemed to be some common problems with
understanding the Bakery Algorithm.  I’m hoping that the following
might make it a little easier.

The algorithm is meant to be similar to the approach used in bakeries,
delis and other stores where you

� take a number as you enter
� the serving person calls out the next lowest number

The implementation goes something like this (based on the textbook,
(pp 162−163)

choosi ng :  ar r ay [ 0. . n−1]  of  bool ean;

This simply means that for each process there is an entry in an array.
That entry is either TRUE or FALSE (that’s what boolean variables
do).

The 0..n−1 indicates every process.  We are assuming that there are n
processes in the system.

Number :  ar r ay [ 0. . n−1]  of  i nt eger

Again, we have an array with an element for each process.

What are these things used for
The choosing array is used to indicate whether or not the process is
currently choosing its number.

The number array is used to contain the number each process has been
allocated

What happens 
The entry into a critical section for a new process using the bakery
algorithm then uses the following steps

1. choose the number of the new process

2. don’ t enter the critical section until the process’s number is the
smallest allocated number

Hopefully you can now see why it is called the bakery algorithm Isn’ t
this exactly how the "real bakery algorithm" works in normal life?

Choosing the number  
Remember the first thing you have to do when you enter the bakery is
choose/get your number.  In the bakery algorithm this is done by the
following bit of code
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choosi ng[ i ]  : = t r ue;
number [ i ]  : = max(  number [ 0] , number [ 1] . . . . . number [ n−1]
)  + 1;  choosi ng[ i ]  : = f al se;

The first step is that the process records that it is about to start
choosing.  It does this by making choosing[i] equal to TRUE.

I is the process’s unique number/identifier

Now it can choose the number.

It does this by finding out what the biggest number any process has
currently be allocated.  That is what the

max( number[0], number[1]...number[n−1] ) function is meant to do.
Look at all the numbers which have been allocated to processess and
find the biggest one.

The number of the new process (i) is then the current biggest number
PLUS 1.

So it would appear that the number of the new process is always
going to be bigger than the previous ones.  Actually due to problems
with concurrency all you can say is that the number of the new
process will be at least the same, i.e never smaller than any of the
other numbers which have already been allocated.

Once the new process has been allocated it’s number it sets
choosing[i] to false.

Wait until we have the smallest number
The idea is that each process (person) must then wait until they have
the smallest number.  That is what the next section of code tests

f or  j  : = 0 t o n−1 do
begi n
whi l e choosi ng[ j ]  do no−op;
whi l e number [ j ]  <> 0 and ( number [ j ] , j )  < ( number [ i ] , i )
do
   no−op;  
end;

What this does is it checks each process

f or  j  : = 0 t o n−1 do

remember that all proesses have a unique id which must be between 0
and n−1.

In the following remember that
� process i is the current process which is asking to enter its critical

section
� process j is the process that process i is currently checking on

Process i is checking that all the other processes don’ t have smaller
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numbers than it.

If process j is currently in the act of choosing its number then loop
around doing nothing until it has chosen

whi l e choosi ng[ j ]  do no−op

The next while loop is a little more complex, mainly because it has
this special construct

(  number [ j ] ,  j  )   < (  number [ i ] ,  i  )

we can actually re−write this as

(  number [ j ]  < number  [ i ]  )  | |
(  number [ j ]  == number [ i ]  )  && (  i  < j  )

This means that is is only TRUE if
� the number allocated to process j is less than that allocated to

process i OR
� the number allocated to process j is equal to that allocated to

process i AND the process identifier of i is less than j

The idea is simply to loop around forever if you find a process which
has a lower number than process i and that process isn’ t process i
(remember the for loop checks all process including process i).

Why not do it twice 
But what happens if after we’ve checked processes they arrive and are
allocated a new number.  Don’ t we have to go back and check again?

Actually, no.  We can be assured that this won’ t happen as any newly
allocated numbers will be at least the same or bigger than the number
that has been allocated to our current process.

Hardware solutions
As you can see from the previous reading implementing a solution to
the critical section problem which meets the three requirements using
standard programming constructs is difficult to do correctly.  For the
remainder of this week and next week we being to look at
synchronisation tools which are sometimes provided by hardware,
operating systems and programming languages.  We start with special
hardware instructions.

Reading 4.3

Textbook, Chapter 6, Section 6.3, pp 164−167
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Semaphores
The following reading introduces an important synchronisation tool,
semaphores.  Semaphores, or close relations to semaphores, are
available on many of the modern operating systems.

Reading 4.4

Textbook, Chapter 6, Section 6.4, pp 167−172

Actual Implementation
Operating systems that support semaphores will provide system or
library calls that implement the necessary semaphore operations
(initialise, signal and wait) in a safe manner. 

These library routines simply act as interfaces to calls into the kernel,
where there are special routines that implement one or other of the
above low−level mechanisms. Thus they hide the actual details, from
the user, and also provide a standard interface across different types of
computer, which may implement different low−level mechanisms. 

Advantages
Semaphores are simple, quick and easy to use. 

Disadvantages
Semaphores leave all of the logic of ensuring that all the different
processes behave properly, to the programmer. 

Every time a process wishes to use a global resource, the programmer
has to explicitly protect the cr itical section with semaphore functions.
Ensuring that the right semaphore(s) are called and in the right
sequence requires a good understanding of what is going on. Getting
the sequencing wrong or simply forgetting to make one semaphore
call (or even calling the wrong semaphore) can have disastrous
effects. 

Note that an incorrectly coded program need not be the one that
crashes. It could carry on quite happily, while causing other programs
to crash. Determining which program is at fault is, consequently, not a
trivial matter. 
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Similarly, the problem caused by incorrect logic need not occur every
time a program is run. In serial programming, if a program is given
exactly the same data every time it is run, then it will perform in
exactly the same way every time, including crashing. The same is not
true for a parallel program. If the order in which the parallel parts run
is slightly different then the error need not occur! 

Email Question
> I  have a coupl e of  quest i ons f r om week 4 ( I  know I
> am l aggi ng)
> 1)  I s t her e any di f f er ence bet ween ’ spi nl ocks’  and
> ’ busy wai t i ng’  ?

Busy wai t i ng i s wher e t he CPU i s l oopi ng ar ound doi ng
not hi ng usef ul  unt i l  a cer t ai n event  occur s
      e. g.       whi l e (  !  empt y )  ;

Spi nl ocks,  ar e a f or m of  semaphor e t hat  uses busy
wai t i ng    t o i mpl ement  i t s oper at i ons,  par t i cul ar l y
t he wai t .
      e. g.          wai t (  S ) ;    whi l e (  S <= 0 )  ;
                                S−−

So spi nl ocks use busy wai t i ng.   But  hang on! !
Haven’ t  we been t el l i ng you t hat  busy wai t i ng i s bad.
I t  i s.   So why i s i t  okay f or  some syst ems t o
i mpl ement  semaphor es t hi s way?

Busy wai t i ng shoul d be avoi ded,  i f  t her e i sn’ t  a good
r eason    t o.   One r eason mi ght  be t hat  put t i ng a
pr ocess t o sl eep,     bl ocki ng a pr ocess,  wi l l  r esul t
i n a pr ocess swi t ch.   

We al l  know by now t hat  a pr ocess swi t ch t akes an
awf ul  l ong t i me t o happen.   So i f  t he l ock i s onl y
goi ng t o be hel d f or     a l i t t l e whi l e a bi t  of  busy
wai t i ng may be mor e ef f i c i ent .

Anot her ,  s l i ght  di f f er ence,  i s t hat  busy wai t i ng wi t h
a semaphor e i s act ual l y i mpl ement ed as par t  of  t he
oper at i ng    syst em.

BACI ’s suppor t for  semaphores
BACI includes support for both binary and counting semaphores.
This support is provided via two new data types

� bi nar ysem
Used to declare binary semaphores e.g.
         bi nar ysem  mut ex;

� semaphor e
Used to declare counting semaphores e.g.
        semaphor e empt y;

BACI also provides three functions which can be used on semaphores
� i ni t i al sem
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This function is how you set the initial value of a semaphore
 i ni t i al sem(  mut ex,  1 ) ;
 i ni t i al sem(  empt y,  10 ) ;

� wai t
The traditional semaphore wait operation, e.g.
 wai t (  mut ex ) ;

� si gnal
The traditional semaphore signal operation e.g.
 si gnal (  mut ex ) ;

Writing Programs with Mutual Exclusion
Here are a few guidelines for writing programs that use semaphores to
implement some form of mutual exclusion

� identify the critical sections,
� identify the number of processes allowed inside the critical

sections,
� declare an appropriate number of semaphores and initialise them to

the correct values
� surround each critical section with a Wait/Signal pair

For example
As an example of using semaphores using mutual exclusion lets revert
back to our say_hel l o program and go through the steps outlined
above.

Okay, let’s work through the steps
� Identify the critical section.

The critical section is usually wherever the shared resource is used.
In this program the shared resource is the screen so the critical
section is the instruction
   cout  << " hel l o f r om pr ocess "  << i d <<
endl ;

� Identify the number of processes allowed inside the critical
sections. Most of the time you only want 1 process to be inside the
critical section.  However there are situations where you can allow
more than 1.  How many processes you allow in depends on how
many instances of the shared resource you have.  In our example
program the shared resource is the screen.  Most computers only
have one screen so we can only allow 1 process into the critical
section.

� Declare an appropriate number of Semaphores and initialise them
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semaphor e mut ex;
i ni t i al sem(  mut ex,  1 ) ;

� surround each critical section with a wait/signal pair
wai t (  mut ex ) ;
s i gnal (  mut ex ) ;

Performing these tasks leaves us with the following source code for
our new program.

/ / * * * * * * * * * * * * * * * * * * * * * * * * * *
/ /  A si mpl e BACI  pr ogr am used t o demonst r at e
/ /  i mpl ement i ng mut ual  excl usi on wi t h a semaphor e
/ /
/ /  Used i n st udy gui de chapt er  3 f or  85349
/ /     ht t p: / / i nf ocom. cqu. edu. au/ 85349/
/ /
/ /  Aut hor :   Davi d Jones

semaphor e mut ex;

voi d say_hel l o ( char  i d)
{

  wait( mutex );

  cout  << " hel l o f r om pr ocess "  << i d << endl ;

  signal( mutex );

}

mai n( )
{

  initialsem( mutex, 1 );

  cobegi n
  {
    say_hel l o(  ’ A’ ) ;  say_hel l o( ’ B’ ) ;  say_hel l o(  ’ C’ ) ;
  }
  cout  << "  al l  f i ni shed "  << endl ;
}

If you compile and run this program under BACI you should see
output something like the following.

[ davi d@f ai l e baci ] $ bainterp mutex

Execut i ng PCODE . . .
hel l o f r om pr ocess C
hel l o f r om pr ocess A
hel l o f r om pr ocess B
 al l  f i ni shed
David Jones, Stephen Smith Page 14 of 33



85349, Operating Systems Chapter 4

[ davi d@f ai l e baci ] $ bainterp mutex

Execut i ng PCODE . . .
hel l o f r om pr ocess A
hel l o f r om pr ocess C
hel l o f r om pr ocess B
 al l  f i ni shed             

As you can see, since the output of the processes are no longer
jumbled, then the solution does appear to have solved the critical
section problem with our sample program.  It should be noted that
simply because two or three tests of this program appear to have
worked this does not imply that we have safely implemented mutual
exclusion.

There is an old programming adage

Testing proves the presence of bugs, not there absence.

In other words, just because our testing shows no problems that
doesn’ t mean there aren’ t any.  Especially due to our limited testing
and even more so because of the subtle nature of concurrency
problems and their solutions.  There have been papers published in
academic journals, after review by some of the top people in this field,
which have later proven to be incorrect.

Process Synchronisation
Process synchronisation is where one or more processes are forced to
wait (synchronise) while another process performs some event. This
usually involves a simple form of inter−process communication. 

Our say_hel l o program is an example of where you might wish to
implement a form of process synchronisation.  Even with mutual
exclusion implemented, using either the atomic keyword or functions,
we still have a race condition of sorts.  If you look back at the output
of the mutex program (the say_hello program with semaphores
implementing mutual exclusion) you can see that the order in which
the messages appears is different each time you run it.  It’s still in a
race condition.

How would we change the program to make sure that process C was
always the last process executed?  In other words C should not start
until after both B and A have finished.

This is an example of process synchronisation.  We want process C to
synchronise with the end of processes A and B.

The first step is to change the program slightly to make it easier.  The
source code of the new program follows.  As you can see the main
difference between this example and the previous program is the
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addition of the functions a, b, and c .  These have been added to make
it easier to add process synchronsiation.

voi d say_hel l o ( char  i d)
{
  cout  << " hel l o f r om pr ocess "  << i d << endl ;
}

voi d A(  voi d )
{
  say_hel l o(  ’ A’  ) ;
}

voi d B(  voi d )
{
  say_hel l o(  ’ B’  ) ;
}

voi d C(  voi d )
{
  say_hel l o(  ’ C’  ) ;
}

mai n( )
{
  cobegi n     
  {
   A( ) ;   B( ) ;  C( ) ;
  }
  cout  << "  al l  f i ni shed "  << endl ;
}          

Implementing Process Synchronisation

In the case of process synchronisation semaphores are used as a
simple form of inter process communication (communication between
processes). It works by the process waiting for an event doing a wai t
on a semaphore and the process performing the event doing a
si gnal  on the same semaphore.  The two processes are
communicating via a semaphore.

A simple recipe for using a semaphore to implement process
synchronisation includes the following steps.

� Identify all the events on which you want to implement process
synchronsiation.

� Declare one semaphore for each event.
� Initialise the value of the semaphore to 0.  This indicates the event

David Jones, Stephen Smith Page 16 of 33



85349, Operating Systems Chapter 4

has not occurred yet.  So any process wanting to wait until the
event occurs will block until the event occurs.

� The processes which are waiting for the event perform a wait
operation on the semaphore. 

� The process that carries out the event performs a signal operation
for each semaphore waiting for the event.
This means that if you have five processes waiting on an event you
will need to signal on the semaphore five times.

The Example
We want to modify our say_hel l o program so that process C is
always the last process to display its message.  Following the recipe
from above we do the following

� Identify all the events on which you want to implement process
synchronsiation.
We actually have two events with which we want to synchronise
process C with.  The two events are process A finishing and
process B finishing.

� Declare one semaphore for each event.
We need two semaphores, as always it is a good idea to use
identifiers with meaningful names.
 semaphor e A_f i ni sh,  B_f i ni sh;
We could actually use either binary or counting semaphores here
 bi nar ysem A_f i ni sh,  B_f i ni sh;

� Initialise the value of the semaphore to 0 (this indicates the event
has not occurred yet).
Pretty straight forward
 i ni t i al sem(  A_f i ni sh,  0 ) ;
 i ni t i al sem(  B_f i ni sh,  0 ) ;

� The processes which are waiting for the event perform a wait
operation on the semaphore. The process which is waiting on the
two events is process C.  So at the start of process C we must insert
 wai t (  A_f i ni sh ) ;
 wai t (  B_f i ni sh ) ;

� The process that carries out the event performs a signal operation
for each semaphore waiting for the event.
We have two events (the end of process A and the end of process
B) performed by two different process.  So we insert the following
at the end of process A
 s i gnal (  A_f i ni sh ) ;
and insert the following at the end of process B
 s i gnal (  B_f i ni sh ) ;

The following contains the full source code for the solution.  There is
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a page on the 85349 Web site and CD−ROM which contains this
source code.  You should now obtain that source code and run it from
within BACI to make sure it does work.  When you execute the
program you should see that process C should always be the last
process to display its message.  Either process A and B will display
their message first.

/ / * * * * * * * * * * * * * * * * * * * * * * * * * *
/ /  A si mpl e BACI  pr ogr am used t o demonst r at e
/ /  pr ocess synchr oni sat i on usi ng semaphor es
/ /
/ /  I n t hi s exampl e pr ocess C must  do no wor k unt i l
/ /  bot h pr ocess B and pr ocess A f i ni sh
/ /
/ /  Aut hor :   Davi d Jones

/ /  we have t o keep t he mut ex semaphor e t o pr event
/ /  t he r ace condi t i on di scussed ear l i er
semaphor e mut ex;

semaphor e A_f i ni sh,  B_f i ni sh;

at omi c voi d say_hel l o ( char  i d)
{
  wai t (  mut ex ) ;
  cout  << " hel l o f r om pr ocess "  << i d << endl ;
  s i gnal (  mut ex ) ;
}

voi d A(  voi d )
{
  say_hel l o(  ’ A’  ) ;

  signal( A_finish );

}

voi d B(  voi d )
{
  say_hel l o(  ’ B’  ) ;

  signal( B_finish );

}

voi d C(  voi d )
{

  wait( A_finish );

  wai t (  B_f i ni sh ) ;

  say_hel l o(  ’ C’  ) ;
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}
  
mai n( )
{
  i ni t i al sem(  mut ex,  1 ) ;

  initialsem( A_finish, 0 );

  i ni t i al sem(  B_f i ni sh,  0 ) ;

  cobegi n
  {
    A( ) ;  B( ) ;  C( ) ;
  }
  cout  << "  al l  f i ni shed "  << endl ;
}

Question (optional)

How would you modify the previous program so that process C is always
first to display its message.

Classical Problems
To reinforce the problems and difficulty of writing co−operating,
concurrent programs it is traditional to look at a number of classical
mutual exclusion problems.  These problems demonstrate most of the
standard uses of mutual exclusion and synchronisation.

Why is it important to know about these classical problems?  Well
what you will find is that most of the problems you face in
implementing syncrhonisation of mutual exclusion in concurrent
programs will be very similar, at least in part, to one of these classical
problems.  If you understand these problems, and more importantly
understand their solutions, you will find solving your problems much
easier.

Reading 4.5

Textbook, Chapter 6, Section 6.5, pp 172−177

Summary
The aim of this week was to introduce you to the problems created
when you have concurrent processes (processes which are running
at the same time) which wish to share resources.  One of the common
problems created is called a race condition.
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To solve the problems with co−operating, concurrent processes it is
necessary to implement some form of mutual exclusion, particularly
around sections of code called cr itical sections.

Implementing mutual exclusion with standard programming
constructs, while possible, is extremely difficult.  Instead special
primitive or tools are provided by hardware, the operating system or
occasionally a programming language.  Two of these primitives were
introduced this week

� atomic keyword
This is a keyword understood by BACI.  It is unlikely to be
available in other languages.  It makes a function indivisible,
i.e. it implements mutual exclusion.

� special machine instructions
Special hardware implemented machine instructions which are
guaranteed to be atomic such as test−and−set and swap
(sometimes called exchange)

� semaphores
Usually provided by the operating system, semaphores are a
special software construct with three valid operations:
initialise, wait and signal.

Review Questions
Exercises

Textbook, Chapter 6, pp 200−204

1, 5, 6, 7, 13

Email Question
> I ’ m doi ng t he quest i ons at  t he end of  chapt er  6,   Q
> 6. 13 whi ch i s a submi ssi on quest i on.  I  j ust  want  a
> bi t  of . . . encour agement . . . I   suppose. bef or e I  get
> st ar t ed on my moni t or  code.

Thi s quest i on can be a t ouch mi sl eadi ng and doesn’ t
r eal l y suppl y al l  t he necessar y i nf or mat i on.

Her e’ s a r ewr i t t en ver si on of  t hi s quest i on.   I  hope
i t  makes t hi ngs a bi t  mor e cl ear l y.

A comput er  syst em has t hr ee pr i nt er s whi ch wi l l  be
shar ed amongst  al l  t he syst em’ s pr ocesses.   A pr i nt er
cannot  be shar ed by mor e t han one pr ocess.   Wr i t e a
moni t or  whi ch cont ai ns t wo f unct i ons:

1. i nt  pr i nt er _i d = get _pr i nt er (  i nt  pi d )
I t  r et ur ns t he number  of  t he pr i nt er  whi ch has
been al l ocat ed t o t he cal l i ng pr ocess.   The
par amet er ,  pi d,  i s t he uni que pr ocess i dent i f i er
of  t he pr ocess whi ch i s cal l i ng get _pr i nt er .   I f
t her e ar e no pr i nt er s avai l abl e t hi s f unct i on
shoul d wai t  unt i l  t her e i s one.
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2. r el ease_pr i nt er (  i nt  pi d )
Rel eases a pr ocesses hol d on a pr i nt er .   But  onl y
i f  t he pr ocess al r eady hol ds t he pr i nt er .

More problems
The following section contains a number of synchronisation problems
from previous offerings of 85349.  You never really understand the
problems of concurrency, mutual exclusion and process
synchronisation until you have implemented a number of programs
which use these concepts.  The more you practice the better.

Solutions to these problems are included at the end of this chapter.

The bathroom problem
This problem was originally set as an assignment question in a
previous offering of 85349.

A co−ed dormitory at a boarding school has only the one bathroom to
share between all the little boys and girls.  The rules that govern who
can occupy the rest room can be summarised as follows 

� at most some MAXIMUM number of girls, or 
� at most some MAXIMUM number of boys, but
� not any combination of boys and girls at the same time
� girls must be given a higher priority than boys in using the

bathroom
� boys can only enter the bathroom when there are no girls waiting

for or using the bathroom.

Assume that 
� MAXIMUM is a an integer constant that can change,
� before a boy can enter the bathroom he executes a function called

boy_want s_t o_use_bat hr oom and when he leaves the
bathroom he executes the function boy_l eaves_bat hr oom,

� before a girl can enter the bathroom she executes a function called
gi r l _want s_t o_use_bat hr oom and when she leaves the
bathroom she executes the function gi r l _l eaves_bat hr oom.

Question

In answering the question you should 

1. Describe the conditions for boys and girls to enter the 
bathroom in English.

2. Compute the minimum number of semaphores needed to 
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solve the problem and describe the meaning and purpose 
of each semaphore in English.

3. Provide the necessary code for the four functions used by 
the boys and girls using semaphores to enforce the above rules

The bird feeder
This was an exam question in an earlier offering of 85349.

A keen bird lover has built a feeding shed for his birds.  The shed has
many doors spread around the shed.  Each door has a button outside
and a button inside the door.  There is only room for three birds in the
shed at any one time.

The birds are trained to press the buttons when they wish to enter or
when they wish to leave the shed.  Also the birds are trained so that
only one bird will enter when a door opens.

When the buttons are currently pressed the functions listed below are
executed.

/ /   Gl obal  shar ed var i abl es
i nt  bi r ds_i n = 0;

bi r d_want s_t o_ent er (  i nt  but t on)
{
  i f  (  bi r ds_i n < 3 )
  {
    bi r ds_i n++;
    open_door (  but t on ) ;
  }
}

bi r d_want s_t o_l eave(  i nt  but t on )
{
  bi r ds_i n−−;
  open_door (  but t on ) ;
}

Question

The above code is wrong and suffers from a number of problems.

List some of the problems that this system might suffer from.

Assuming the existence of a class Semaphore that has member
functions for all the valid semaphore operations.  Modify the above
procedures to solve these problems.
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Synchronisation example
A particular software system consists of five processes, A, B, C, D,
and E.  For the system to work correctly the five processes must
execute in the order shown in Diagram 3.1.  Wherever possible
processes will execute concurrently.

D i a g r a m  4 . 1 .

Diagram 4.1 translated means that 
� Process A must finish before Process C and B can start  
� Process D cannot start until Process C is finished, and 
� Process E must wait for both Process D and Process B

The following BACI program is a very simple example of this type of
problem.  

voi d do_wor k(  char  i d )
{
  / /  dummy wor k f unct i on
  cout  << i d << endl ;
}

voi d A( )
{
  do_wor k(  ’ A’  ) ;
}

voi d B( )
{
  do_wor k(  ’ B’  ) ;
}

voi d C( )
{
  do_wor k(  ’ C’  ) ;
}

voi d D( )
{
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  do_wor k(  ’ D’  ) ;
}

voi d E( )
{
  do_wor k(  ’ E’  ) ;
}

voi d mai n( )
{
  cobegi n
  {
    A( ) ;   B( ) ;   C( ) ;   D( ) ;   E( ) ;
  }
}

Question
Modify the above BACI program so that the correct process
synchronisation is performed.  Use BACI’s semaphore support to
achieve this.
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Solutions to programming problems
The following are sample solutions to the above problems.

Bathroom

Part A
A boy may enter the bathroom only if

� there are no girls waiting to enter,
� there are no girls using the bathroom (girls get preference),
� the number of boys using the bathroom is less than the

maximum allowed in

Girls may enter the bathroom only if
� there are no boys using the toilet
� the number of girls using the bathroom is less than the

maximum allowed in

Part B
The minimum number of semaphores needed is three.

We need to use various global variables to keep a track of how many
girls/boys are using the bathroom and how many boys/girls are
waiting to use the bathroom.  These global variables will be used by
the various functions to calculate who can and can’t be allowed to use
the bathroom.

Mutual Exclusion

To make sure no errors occur access to these global variables must be
done in a safe manner.  This means we wish to restrict the number of
processes accessing or modifying the global variables.  Therefore we
need one semaphore to implement mutual exclusion on access to the
global variables.

Process Synchronisation

There will be two cases where we will wish to block particular
processes until some event occurs.  These include

� blocking girl process who are not allowed into the bathroom
until one of the two conditions outlined in (a) are fulfilled, and

� blocking boy processes that are not allowed into the bathroom
until one of the three conditions outlined in (a) are fulfilled.
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Two events mean we need two semaphores.

Part C
The source code below is in a pseudo code which is very much like C.
It is NOT BACI code.

/ *  Gl obal  Decl ar at i ons * /

Semaphor e mut ex_sem(  1 ) ,  boys_wai t i ng_sem(  0 ) ;
Semaphor e gi r l s_wai t i ng_sem(  0 ) ;

i nt  boys_wai t i ng=0,  boys_usi ng=0;
i nt  gi r l s_wai t i ng=0,  gi r l s_usi ng=0;

/ * * * * * * * * * * * * * * * * * * * * * * * * * * * * *
 *  FI LE: boys. c
 * * * * * * * * * * * * * * * * * * * * * * * * * * * * * /

voi d boy_want s_t o_use_bat hr oom( )
{
  / * wai t  unt i l  can get  sol e use of  bat hr oom dat a st r uct ur e * /
  Mut ex_sem. Wai t ( ) ;
  
  / *  a boy i s al l owed i n i f ,  t her e i s r oom,  no gi r l s ar e
     wai t i ng,  and no gi r l s ar e usi ng * /
  i f  (  ( boys_usi ng == MAX_BOYS_USI NG)  | |  gi r l s_wai t i ng | |
        gi r l s_usi ng )
  {
    / *  boy not  al l owed i n * /
    boys_wai t i ng++;
    
    / *  r el ease hol d on dat a st r uct ur e * /
    Mut ex_sem. Si gnal ( ) ;

    / *  wai t  at  door  f or  someone t o l eave * /
    Boys_wai t i ng_sem. Wai t ( ) ;
  }
  el se
  {
    / *  boy i s al l owed i n * /
    boys_usi ng++;

    / *  r el ease hol d on dat a st r uct ur e * /
    Mut ex_sem. Si gnal ( ) ;
  }
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  /* boys only get to this point if they are allowed to 

     ent er  t he bat hr oom * /
}
/ * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * *
 *  voi d boy_l eaves_bat hr oom(  Bat hr oom * )
 * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * /

voi d boy_l eaves_bat hr oom( )
{
  / *  gai n sol e hol d on bat h dat a st r uct ur e * /
  Mut ex_sem. Wai t ( ) ;

  / *  l et  boy l eave * /
  boys_usi ng−−;

  / *  check f or  gi r l s f i r st ,  t hey have pr ef er ence * /
  / * gi r l s al l owed i n i f  : − gi r l s wai t i ng,  and no boys usi ng* /
  i f  (  ( gi r l s_wai t i ng>0)  && ( boys_usi ng==0)  )
  {
    / *  l et  i n as many gi r l s as wi l l  f i t  * /
    whi l e (  ( gi r l s_wai t i ng>0)  

  && ( gi r l s_usi ng! =MAX_GI RLS_USI NG) )
    {
      gi r l s_wai t i ng−−;
      gi r l s_usi ng++;
      gi r l s_wai t i ng_sem. Si gnal ( ) ;
    }
  }
  el se
  i f  (  ( boys_wai t i ng>0)  && ( gi r l s_wai t i ng==0) )
  {
    / *  t her e ar e some boys wai t i ng and no gi r l s wai t i ng * /
    / *  l et  a boy i n * /
    / *  no need t o check i t  a gi r l  i s usi ng,  i f  t her e was * /
    / *  t he bat hr oom i s i n an i ncor r ect  st at e,  t hi s i s 
    / *  because a boy has j ust  l ef t ,  and yet  t her e ar e 
    / *  gi r l s i n t he bat h * /

    boys_wai t i ng−−;
    boys_usi ng++;
    boys_wai t i ng_sem. Si gnal ( ) ;
  }
  el se
  {
    / *  no−one can come i n * /
    cout  << " not  l et t i ng anyone i n. ”  << endl ;
  }
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  / *  r el ease hol d on bat h dat a st r uct ur e * /
  Mut ex_sem. Si gnal ( ) ;
}

/ * * * * * * * * * * * * * * * * * * * * * * * * * * * * *
 *  FI LE: gi r l s. c
 * * * * * * * * * * * * * * * * * * * * * * * * * * * * * /

/ *  voi d gi r l _want s_t o_use_bat hr oom(  Bat hr oom * )
 * − cal l ed when a gi r l  wi shes t o use bat hr oom
 * − t hey shoul d onl y be al l owed i f  speci f i ed r ul es ar e met
 * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * /

voi d gi r l _want s_t o_use_bat hr oom(  Bat hr oom * bat h)
{
  / * wai t  unt i l  can get  sol e use of  bat hr oom dat a st r uct ur e * /
  Mut ex_sem. Wai t ( ) ;

  / *  a gi r l  shoul d be al l owed i n i f  t her e i s r oom * /
  / *  and i f  no boys ar e usi ng   * /

  i f  (  ( gi r l s_usi ng == MAX_GI RLS_USI NG)  | |  ( boys_usi ng>0)  )
  {
    / *  t her e i sn’ t  r oom* /
    gi r l s_wai t i ng++;
    
    / *  r el ease hol d on dat a st r uct ur e * /
    Mut ex_sem. Si gnal ( ) ;

    / *  wai t  at  door  f or  someone t o l eave * /
    P(  gi r l s_wai t i ng_sem ) ;
  }
  el se
  {
    / *  t her e i s r oom * /
    gi r l s_usi ng++;

    / *  r el ease hol d on dat a st r uct ur e * /
    Mut ex_sem. Si gnal ( ) ;
  }
}
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/ * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * *
 *  voi d gi r l _l eaves_bat hr oom(  Bat hr oom * )
 *  − updat es shar ed memor y t o r emove gi r l  f r om bat hr oom
 * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * * /

voi d gi r l _l eaves_bat hr oom(  Bat hr oom * bat h )
{
  / *  gai n sol e hol d on bat h dat a st r uct ur e * /
  Mut ex_sem. Wai t ( ) ;

  / *  l et  gi r l  l eave * /
  gi r l s_usi ng−−;

  / *  any gi r l s wai t i ng get  pr ef er ence * /
  i f  (  gi r l s_wai t i ng>0 )
  {
    / *  l et  a gi r l  i n * /
    gi r l s_wai t i ng−−;
    gi r l s_usi ng++;
    gi r l s_wai t i ng_sem. Si gnal ( ) ;
  }
  el se
  i f  (  boys_wai t i ng && ! gi r l s_usi ng)
  {
    / *  boys ar e wai t i ng,  no gi r l s ar e wai t i ng,  no gi r l s ar e 
       usi ng l et  as many boys i n as possi bl e * /

    whi l e (  ( boys_wai t i ng>0)  
  && ( boys_usi ng < MAX_BOYS_USI NG) )

    {
      / *  l et  t hem i n * /
      boys_wai t i ng−−;
      boys_usi ng++;
      boys_wai t i ng_sem. Si gnal ( ) ;
    }
  }

  / *  r el ease hol d on bat h dat a st r uct ur e * /
  Mut ex_sem. Si gnal ( ) ;
}
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Birdfeeder

Part A
Problems with the bird feeder problem include

� birds must press the button repeatedly if they are not let in, 
� if multiple birds attempt to leave and enter at the same time the

update of the birds_in variable will be done incorrectly (a race
condition) 

Part B

The solution is to use a single counting semaphore to count the
number of birds inside the feeder.

/ /  Shar ed Var i abl es 
Semaphor e space_f r ee( 3) ;  

bi r d_want s_t o_ent er (  i nt  but t on)  
{  
  space_f r ee. wai t ( ) ;  
  open_f i r st _door (  but t on ) ;  
}  

bi r d_want s_t o_exi t ( )  
{  
  open_second_door (  but t on ) ;  
  space_f r ee. si gnal ( ) ;
}
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Process synchronisation
This question is an example of a process synchronisation problem.
There are three basic events on which process will need to wait.  The
events are

� process A finishes (this allows process C & B to go),
� process C finishes (this allows process D to go ), and
� processes B and D finish (allowing process E to go).

Three events implies the need for three semaphores.  I’ve called these
semaphores

� sem_C_B
The semaphore processes C & B are waiting on.

� sem_D
The semaphore process D is waiting on.

� sem_E
The semaphore process E is waiting on.

The following diagram summarises my solution.
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The source code follows.  

semaphor e sem_C_B,  sem_D,  sem_E;

voi d do_wor k(  char  i d )
{
  / /  dummy wor k f unct i on
  cout  << i d << endl ;
}
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voi d A( )
{
  do_wor k(  ’ A’  ) ;

  s i gnal (  sem_C_B ) ;
  s i gnal (  sem_C_B ) ;
}

voi d B( )
{
  wai t (  sem_C_B ) ;

  do_wor k(  ’ B’  ) ;

  s i gnal (  sem_E ) ;
}

voi d C( )
{
  wai t (  sem_C_B ) ;

  do_wor k(  ’ C’  ) ;

  s i gnal (  sem_D ) ;
}

voi d D( )
{
  wai t (  sem_D ) ;

  do_wor k(  ’ D’  ) ;

  s i gnal (  sem_E ) ;
}

voi d E( )
{
  wai t (  sem_E ) ;
  wai t (  sem_E ) ;

  do_wor k(  ’ E’  ) ;
}

voi d mai n( )
{
  i ni t i al sem(  sem_C_B,  0 ) ;
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  i ni t i al sem(  sem_D,  0 ) ;
  i ni t i al sem(  sem_E,  0 ) ;

  cobegi n
  {
    A( ) ;   B( ) ;   C( ) ;   D( ) ;   E( ) ;
  }
}
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